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Abstract. Association rule mining is an important data analysis tool
that can be applied with successto a variety of domains. However, most
assaiation rule mining algorithms seekto discover statistically signi -
cant patterns (i.e. those with considerable support). We argue that, in
law-enforcemert, intelligence and counterterrorism work, sometimesit is
necessaryto look for patterns which do not have large support but are
otherwise signi cant. Here we presert someideas on how to detect po-
tentially interesting links that do not have strong support in a dataset.
While deciding what is of interest must ultimately be done by a human
analyst, our approach allows TTtering someevents with interesting char-
acteristics among the many events with low support that may appear in
a dataset.

1 Introduction

In data mining, most algorithms seekto discover underlying patterns and trends
hidden in large amournts of data. Following established statistical practice, in
assaiation rule mining one of the attributes of such trends is that they are
present in a large portion of the data, i.e. that they have large support. This
allows analysis to focus on patterns that are very unlikely to arise by chance.
Thus, this point of view has served data analysis well for a long time in tra-
ditional domains. However, law-enforcemet, intelligence and counterterrorism
analysts may needto look for small nuggets of highly signi cant data. Because
they work in an adversarial situation, where the opponenrts try very hard to
hide traces of their activities, it is likely that low-support trends could reveal
something of interest. Note that it is perfectly possiblefor high-support trends
to be meaningful in this ervironment: for instance, ATT is said to have exam-
ined its huge data warehouseafter 9/11 and discovered that the volume of calls
from Afghanistan to the U.S. in the months preceding the tragedy tripled its
normal volume. Thus, there is certainly strength in numbers. However, everts
with low support may also carry somesigni cance, and are disregardedby most
data mining tools (although there has beensomereseart on the signi cance of
such ewerts; seesection4). Unfortunately, focusingonly on events with very low
support meanshaving to separaterandom, meaninglessevents from potentially
signi cant ones.In most domains, a quasi-normal distribution meansthat there



will be a large number of low-support events. The challenge, then, is to explore
such low-support evernts and be able to determine which ones are potentially
interesting.

Recerly, it hasbecomequite fashionableto analyzedata by building a graph
(network) out of a setof obsenations and applying tools and techniquesof graph
theory. The recert emphasisin social network theory ([16]) is one example of this
approad. Usually, the network is createdin suc a way that nodescorrespond to
obsenational units of interest (for instance, people), while links betweennodes
re°ect the strength of someknown connection(i.e. the higher the support for the
connection, the higher the strength of the link). Thus, even though the graph
allows the analyst to focus on localized interactions (between two individuals,
or institutions, or places,at a time), it still carries a notion that high-support
ewverts are more important than low-support ones.

In this paper, we extend previous work in which we formalized the processof
graph creation and pointed out several newways of looking at the resulting graph
(referencewithhold). In particular, we introduce ways to analyze the strength
of connectionsregardlessof the support, to determine whether they happen by
chance,and to assesgheir rarity in the dataset. We believe that such measures
may enablethe analyst to determine which connectionsare potentially interest-
ing. We arguethat the ideasintroducedin this work can be fruitfully applied to
intelligence and counterterrorism tasks.

In section 2 we brie°y overview our processfor network creation. In sec-
tion 3 we introducethe idea of interesting and significant connectionsand show,
through examples,how it can be usedto Tter relevant links from large amourts
of data in a network format. In section4 we overview somerelated researt. We
closewith an analysis of the work and directions for future e®orts.

2 Constructing Graphs from Data

To considerour analysis of low-support everts in cortext, we study the creation
of a graph or network from a set of raw data. To analyzethis process,we try to
decide how nodes are characterized, and how links are established. We assume
that, regardlessof how raw data is presen, all the information can be put into
a table. A table is taken herein the senseof relation, asin relational databases:
a schemaor set of attributes is given, and ead entry in the table (row) contains
onevalue per attribute. This stepis neededto intro duce someuniformity, asraw
data may be given in a large number of di®erent formats. We realize that the
processof tting raw data into the table can be quite complex, and may involve
what is usually called cleaning, standardization, and other steps([9, 12]). While
this is a very important part of the mining process,we do not considerit here
here, instead focusing on creating the graph from the information in the table.
We considerthe processto createa graph out of a basicset of obsenations as
guided by the analysisthat a user hasin mind; therefore, it is possibleto build
multiple graphsfrom the sameset of basicfacts. To choosewhich graph to build,
the usermust make two basic choices:to determine what constitutes an object or



Emails
From|To|Date|Content
P |P 1 A
P |Ps| 1 A
Py |Py| 2 C
P P3| 3 B
P, (P3| 3 B
P, |P| 4 F
P |P| 5 C
P; |Ps| 5 C
P, |Ps| 6 D
P; Py 1 A
Py, P 1 C
P |P3| 2 C
P, |P3| 5 (o}
Ps |P3| 2 C
P; |Py| 1 A
P; |P3| 5 C
P, P 1 A

Fig. 1. Set of raw data

node; and to determine a measuremen of object connectivity, from which links
will be de ned. Given a collection of objects C with attributes A = Ay,..., A,
(i.e. a table with schema A), the user chosesa non-empty, strict subsetof the
attributes O C A, called an object definition. Intuitiv ely, theseare the attributes
that determine what an object is. The set of objects under considerationis given
by the di®erer valuesfor those attributes.

As an example that we use throughout the paper, let a table Emails have
attributes From, To, Date, Content, asin Figure 1. This is meart to be a list
of emails, eat row being a particular email. The attribute Content is the text of
the email; in order not to intro ducecomplextext analysisissues([1, 2]), in our ex-
ample we simplify the cortent to a category: In this table, a usermay chooseFrom
to bethe object de nition (in which casethe set of objects of type Fromis the set
of all peoplesendingmessages{ P,, P,, Ps, P4, Ps}), which meansthe analysisis
certered in who sendsthe messagesOr, the user could choose Date (in which
casethe set of objects of type Date is the set of all datesin which messagesvere
sert: {1,2,3,4,5,6}), which meansthe analysis is certered on time. Choosing
From, Date asa pair (in which casethe set of objects of type From, Date is the
setof all pairs (s,d) wheresis a person,d is a date and s sert a messageén date d:
{(P1,1), (P2, 1),(P3,2),(P1,3), (P2, 3), (P4, 4), (P1,5), (P3,5), (%2, 6), (P, 1), (Ps, 1),
(P1,2),(P,5),(Ps,2)}) meansthat the analysis is certered on who sendsthe
messagesvhen.

Givenan object o in acollection C, the support set of o, in symbols S(o), is de-
“ned asthe setof tuplesin C that have o asthe object de nition. Continuing with



our previous example, the support setof P; is the set of all tuples that have the
value P, in attribute From {(Py, P»,1, A),(P1, P3,3, B), (P, P»,5,C), (P, P3,2,C)}.

Once an object de nition chosen, next the user chosesa set of attributes
L C A— O, called the set of link dimensions. For instance, in our previous
example, if the user choseFromas the object de nition, any set with attributes
To, Date, Content can be used.Note that £ N O = (). The attributes in this
setwill be usedto determine which links, if any, exist between pairs of objects.
The link support set of an object o with dimensions £, in symbols S(L, o), is
de ned asthe set of valuesin £ for all the tuples in the support set of o. Thus,
following on our previous example, assumeFrom s the object de nition, and
Date, Content is the set of link dimensions. Given the support set of P; as
before, the link support setis {(1, 4), (3, B), (5,C),(2,C)}.

Once the user has chosenlink dimensions(and a support set), the question
still remains of how to determine when a link exists between two objects o
and os. There are seweral well-known proposals,all of them basedon the size of
S(L,01) N S(L,02) (i.e., what the two objects have in common) ([3]). We call
this the common set of the two objects. These measuresare usually normal-
ized, meaning that they always take a value between0 and 1, regardlessof the
size of the common set. This has the advantage that the measuresof di®eren
pairs of objects may be meaningfully compared, but hasthe disadvantage that a
threshold value must be chosento considertwo objects connected. Setting this
threshold is problematic, as any number is bound to be somewhatarbitrary .

We proposetwo new, non-normalized measuresthat are basedon the follow-
ing intuition: two objects are connectedif they have more in commonthan they
have di®erert. Thus, we de ne

(
o if S(E,Ol) = S(ﬁ,OQ)
Si(o1,02) = iS(L o1\ S(L,02)j else
max(jS(L,01)i S(L,02)j,iS(L,02)i S(L,01)j)
(
@ if S(L,01)= S(L,02)
Sa(o1,02) = iS(L 00\ S(L,02)j
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In the above, o denotesa symbol larger than any positive number. These
measuresare not normalized, in that they can return any positive number; we
can make a virtue out of this by noting that now a natural threshold emerges:
1. In e®ect,if S5(01,02) > 1, this meansthat o; and o, have more in com-
mon (with respect to the chosenlink dimensions)than they have di®eren; and
if S1(01,02) > 1, this meansthat o; and o, have more in common than any
one of them has di®erert from the other. Thus, we consideroy, 0o disconnected
when S;(01,02) = 0; connected when S;(o1,02) > 1; and neither connected nor
disconnectedin all other cases(: = 1, 2).

Note that most data mining tasks focus on large sets; our approac covers
both large and small sets. Of particular note is the fact that when both S(LZ, o)
and S(L, 02) are small, or when both S(£,01) and S(L, 0;) are large, the con-
nection depends solely on how much they have in common. But when one of
S(L,01) and S(L, 02) is large and the other oneis small, our de nition will rule



out a connection.We considerthis situation analogousto the negative correlation
problem for assaiation rules, in which what seemdike a statistically signi cant
overlap tendsto be causedby the overall distribution of the data. Thus, we wish
to avoid such cases(and our approac e®ectiely doesthis) asthey are suspect
and likely not to carry any meaning.

As usual, a graph is a collection of objects (from now on called nodes) and of
links (from now on called edges). Edgescan be classi ed accordingto their direc-
tionality (they may be one-way or directed, or two-way or undirected), and their
character (they may be positive, denoting closenesof two objects, or negative,
denoting di®erenceso distance between two objects). The above measuressS,
and S5 can be combined to determine not only whether a link betweentwo ob-
jects exist, but also, if it exists, whether it is directional or not, and its character
(5, 14)).

Given a collection of facts C, a graph or network for C is a pair (O, L),
where O is an object de nition and £ is a link dimension for ©. The nodes
in this graph are the objects o determined by O in C, and the edgesare the
links created according to link measureS; and S, as follows: create a nega-
tive edgeif max(S1(o1,02),52(01,02)) < 1; a positive edge (with weight ) if
min(S1(o1,02),52(01,02)) = i > 1; and no edge otherwise. An edge can be
given direction as follows: if Si(o1,02) << S2(01,02) the edgeshould be given
direction from the object with smaller support set to the one with the larger;
if S1(o1,02) = Sa(01,02), the edgeis bidirectional. Note that using more than
one measureto determine direction is necessarysinceby de nition measuresare
symmetric, while a directional edgeis not symmetric.

Following with our example, assumea user choosesFromas the object de -
nition, and {Date, Content} aslink dimensions,the graph means:person o,
and person o, are sendingmessagest the same(or close)time with the same
(or similar) content. We don't show the whole resulting graph, focusing on the
link betweennodes P, and P». The support setsare as follows: for P;, {(1,A),
(3,B), (5,C), (2,C)}; for Py, {(1,A), (3,B), (6,D), (5,C)}. Then, S; is computedas
the sizeof the intersection of such sets(which is 3, asthe intersection is {(1,A),
(3,B), (5,C)}) divided by the symmetric di®erence(which is 2, as there is one
elemern in P; minus P, and one elemer in P, minus Py), for a value of 1.5 (if
we use So, we divide by the maximum of the two, which is 1, leading to a value
of 3). Therefore, we concludethat this is a strong link.

There are many ways in which a law-enforcemem or courterterrorism analyst
may be interested in constructing a graph, possibly incorporating sometype of
constraints in the process Assumethat, for or exampledata set, we build a graph
where nodes correspond to people, and we simply link two nodesa and b if a
ever sert someemail to b or vice-versa. This measuremay be too crude: it may
happenthat many emailsare sert en masse (with alarge number of addressesn
the cc “eld, for instance). Then most people are going to be connected.It may
be more interesting to link two people only if they have exchanged a certain
number of emails, or if they have exchanged a certain number of emails per
day for a minimum number of days, or if they both have sert out emails (not



necessarilyto ead other) on the sametopic at (about) the sametime. We try
to capture someintuitions about what makes a connection interesting. Unlike
other work in data mining, we disregard the size of the support of a link, and
try to de ne its interestingness.

3 Interesting and Significant Connections

Note that in our approad, the absolute size of the support setsis not used.
Therefore, we will considera connection basedon its strength alone. However,
there may be many such connectionsthat are of no interest. In the next sub-
sections,we try to isolate connectionsthat are potentially interesting amongall
connectionsthat have a strong link.

3.1 Signi can t Connections

We still have not determined when a connection (link) is interesting. We be-
lieve that it is impossibleto formalize completely a notion of interestingness or
relevance, sincesuc a notion is bound to be context-dependent and somewhat
subjective. We can attempt, however, to capture someaspects of the concept.

Our approad is basedon the following intuition: the formal de nitions in-
tro duced before captured what is usually known asthe confidence of a link, i.e.
the strength that we assaiate with it. In order to be interesting, a link should
also be statistically significant (i.e. should not occur by chance), and should be
rare (not frequert). Thesetwo ideasseemto bein cortradiction, astraditionally
statistical signi cance has beentaken to mean high frequency Here, however,
we take it to be simply that the ewvernts in question are more related than they
would be by chance. To implement that, we usea x? test for categorical data.
This allows us to considerlow-support everts, and simply disregard those that
are likely noise.

We also require events to be infrequent but to contribute signi cantly to a
link. The intuition here is that rare everts should barely appear in any given
connection; if they appear often, that is worth noting. In our example, if mes-
sagesof a certain type are rare (they occur very infrequertly), but most of such
message$appen to be betweentwo people,that should call our attention. Note
that this doesnot per se guarantee that the ewert is interesting -only the an-
alyst can ultimately make that determination- but it certainly warrants some
attention.

We explain our approach with an example. We cortinue with the example
of the link between P, and P, as derived from the data in Figure 1. We have
already determined the link is strong. We then apply the x? test as follows: the
expectation matrix in Figure 2 is created. Note that the square corresponding
to P, P, hasthe number of valuesin the whole table that are not in the support
setof P, or in the support setof P, -in the example, this correspndsto {(4,F),
(1,C)}. Then the traditional x? test yields a value of 3.8, which means that
the link is statistically signi cant (p > 0.05). Now we compute our third value,



rarity. We usethree measuresfor this: Selective Rarity (SR), local Rarity (LR)
and Global Rarity (GR). We compute, for ead elemen in the commonset of the
link, how many times the elemer appearsin the whole dataset, and comparethis
number of the number of appearancesin the common set under consideration.
For instance, (1,A) occurs5 times in the table, of which 2 arein the link between
P, and Ps; there are two occurrencesof (3,B) in the database,and both are in
the link between P, and P»; and (5,C) occurs4 times in the whole database,1 of
thosein the link between P, and P,. We then compute, for eat data point, the
fraction of thosetwo valuesas number of occurrences in the link support set! total
number of occurrences. For (1,A), this valueis % = .4;for (3,B), the valueis % =
(the maximum possiblevalue); for (5,C), the value is = .25. SR choosesthe
maximum of all thesevalues,which in our exampleis 1. This is ashigh asit can
get, and therefore we deemthe event interesting. LR takesthe averageinstead
of the maximum; so avg(0.4, 1,0.25) = .55. This measureshould be above 0.5,
sowe also deemthe link interesting under this measure.Finally, our last ched
includesthe fact that the elemen under considerationis indeedinfrequert in the
data. We notice that (1,A) occurs 5 times out of 17 obsenations, (3,B) occurs
2 times out of 17, while (5,C) occurs 4 times out of 17. Note that the minimum
frequency is % where N is the total number of facts under consideration (17,
in this example). The GR of a value is de ned asthe ratio of this fraction to the
SR of the value. For instance, (3,B) occursinfrequertly (2/17) while its SR is as
high as possible(1). Thesetwo facts combined indicate that we should consider
this an interesting evert: onethat is rare and yet, happensfrequertly between
P and Ps.

P,|P,|Total
P |3]|1] 4
P [1]2] 3
Total| 4 |3| 7

Fig. 2. Expectation Matrix for Pi, P»

We believe that this is of interest to law-enforcemen, counter-terrorism and
intelligence work because,as state above, in theselines of work it may be nec-
essaryto detect small but potentially signi cant events. For instance, in a very
large database of calls, a few of them mertioning nitrates and other fertilizer
material that can be also usedto make explosives may go unnoticed (and, say,
10 calls out of one million may be simply noise). But if most of the calls happen
to be between the sametwo people (say, 8 out of 10 calls were between two
individuals), this is a fact that may be worth investigating. While there may be
many seweral cases(small number of calls about a given subject), the x? test
should help weedout thosethat are likely happening by accidert, and the tests
intro duced above should allow the analyst to focuson a few, potentially relevant
leads.



3.2 Interesting Connections

Now that we have determined that the connection between P; and P, is in-
teresting (according to our measures),a question arisesas to how this can be
expandedto other nodesin order to locate, for instance, interesting subgraphs.

Assumenow that we have a link [, betweenobjects o, and os, and a link [,
between objects o, and o3, and we have already determined that /; and I are
interesting. We would like to 'nd out if objects o; and o3 are also related in
an interesting way. The connectioncan then be de ned basedon the underlying
common sets for links /3 and [y; that is, the links may be composed only if
their underlying common sets pass some test. Assume, for instance, that the
link dimensionson the graph were {Date,Body} (sothat commonsetsare made
up of pairs < d, b >, whered is the date of an email and b is its body). Then one
can de ne an interesting connection betweeno; and o3 to existsi® S((L,01) N
S(L,02)) N(S(L,02) US(L,03)) # 0. Note that the intersection hereis computed
on setsof pairs. This idea can be extendedwithout ditcult y to paths (or, to be
technically accurate, to paths of length > 1). We can usethis ideato derive a
graph G°from a graph G asfollows: for ea set of nodeso,, 05,03 € N(G) suc
that there is a link betweeno; and o, and a link between o, and o3, compute
the interesting connection. If one exists, create a node named (o01,02) and a
node named (02, 03) and a link between them. Note that di®erern topologies
in G given raise to nodeswith di®erert labels in G° For instance, the example
just given is one of a path; cyclesgive raise to other labeling, as do stars (i.e.
graphs in which one certral node o is connectedto all the rest of the nodes
o01,...,0,, Which are not connected among them). Three example topologies
are given in Figure 3, assumingthat all connectionsare found interesting (the
original graph G on the left, the resulting G° to its right). Given two arbitrary
objects 01 and oy in graph G, the question Is there a connection between o1 and
02, and if so, what is its nature? can be answered as follows: if there is a path
in the original graph G, compute G% G G°%.. . that is, compute the transitiv e
closure of the graph under the interesting connection relationships. If a direct
link is established between o; and oy, then there is indeed a connection; the
nature of the connection can be explained by looking at the successie common
setscomputed along the way.

Note that we can relax the idea of an interesting connection. If the original
linking was basedon {To, Content}, a and b were connectedif they sert mes-
sagesto the samepersond about the sametopic ¢, and b and ¢ were connected
if they sert messagego the sameperson d° about the sametopic t°. We could
beinterestedin connectinga and c if they sert messagesut to the sameperson
(i.e. d = d9, or if they sert messagecdbut about the sametopic (i.e. t = t0. Of
course,we could also be interestedin them only if they sert out messageo the
samepersonabout the sametopic (i.e. if d = d° and t = Y. Relaxing or tighten-
ing the constraints imposedon the connection, we can determine subgraphs of
the original graph which are more or lesstightly (and interestingly) connected.
Continuing with our example in the previous subsection, once we have deter-
mined that personsa and b are talking about somesuspicioussubstancesa lot
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Fig. 3. Di®erent Interesting Connections

more than could be expected by chance,we may want to seewho a and b talked
to about the samesubject, or about the sametime that they were talking to
ead other (or both). Again, we insist that it is ultimately the analyst who must
decide,basedupon further analysisand context knowledge,whether an evert is
of interest. The purposeof our processis to allow the analyst to focus on a few
facts of potential interest, among a large volume of data.

4 Related Work

There is a considerableamourt of work that can be regardedas somewhatrele-
vant to this project; we focushereon researd that is directly related to the work
preseried herein. There has beenreseart on determining when a relationship
between two variables is interesting, usually in the context of assaiation rule
mining ([15,8,6,10,11,3]). Howewer, some of this work still assumesthat the
typical support and con dence measuresare usedto Tter assaiation rules be-
fore any further analysis; since support excludessmall sets, such work doesnot
cover the sameground asours. Most of the work derivesfrom statistical concepts
and therefore focuseson statistical relevance ([8]). One exception is [3], which
proposesa measurethat, like ours, is independent of support. This measure,
usually called Jacquard’s coefficient, was well-known before [3], but this work
preserts its usein the context of assaiation rules, and de nes a probabilistic
algorithm to compute the measurevery exciently. Various notions of rarity are
intro ducedto measurethe interestingnessof paths in bibliographical datasetsin
[13]. While experiments shawv promising results, better handling of noise, cor-
ruption and directionality of links is desirable. Messageswith rare words are
analyzedin [14] using independent component analysis (ICA), when correlated
words with \wrong" frequenciestrigger detection of interesting messages/Other
work has looked at connectionsin the context of Web seardes ([7]). Applying



work on network analysisto law enforcemeit and related tasks is a °ourishing
area of researd ([17]).

5 Conclusion and Further Work

We have argued that in law-enforcemen, intelligence and courter-terrorism
work, it is sometimesnecessaryto look for small-support patterns and deter-
mine those that are of interest. This is a very dixcult task, asin many large
collections of data, small-support sets may be frequert and patterns involving
them may arise by chance. Determining which patterns are random and which
onesare interesting is an intuitiv e, unformalized processthat analystsin these
“elds must deal with. Here we have preseried some measuresthat are formal
and therefore can be supplied to a computer for excient processingof large
datasets. We stressthat, even though we have kept our presenation intuitiv e
and usedexamplesto intro ducethe main ideas,the approach presened herecan
be completely formalized. In this paper, our goal wasto stressthe applicability
of tools like the onewe are developing to law enforcemei, counter-terrorism and
intelligence work.

Currently, we are testing our approac on somereal-life datasets([4]), re ning
our conceptsand deweloping algorithms that allow for excient computation of
the desired results over very large datasets. Our approach allows for seweral
graphs to be created from the samedata; we are developing ways to combine
those graphs in an overall view of the data. We also plan to organize all steps
involved in going from the raw data to the "nal analysisin a commonframework.
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