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Abstract. In many intelligence and security tasks it is necessary to
monitor data in database in order to detect certain events or changes.
Currently , database systems o®er triggers to provide active capabili-
ties. Most triggers, however, are based on the Event-Condition-Action
paradigm, which can expressonly very primitiv e events. In this paper we
proposean extension of traditional triggers in which the Event is a com-
plex situation expressedby a Select-Project-Join-GroupBy SQL query,
and the trigger can be programmed to look for changesin the situation
de¯ned. Moreover, the trigger can be directed to check for changeson a
periodic basis. After proposing a language to de¯ne changes,we sketch
an implementation, basedon the idea of incremental view maintenance,
to support e±ciently our extended triggers.

1 In tro duction

In the past, databaseswerepassive, low-level repositoriesof data on top of which
smarter, domain-focusedapplications were built. Lately, databaseshave taken
a more active role, o®eringmore advanced servicesand higher functionalit y to
other applications. In this framework, the database assumesresponsibilit y for
execution of sometasks previously left to the application, which o®ersseveral
advantages: the possibility of better performance(since the databasehas direct
accessto the data, knows how the data is stored and distributed), better data
quality (since the databaseis already in charge of basic data consistency)and
better overall control. However, this trend hasresulted in the databasetaking in
more ambitious roles, and having to provide more advanced functionalit y than
in the past. One of the areaswhere this trend is clear is in the area of active
databases. In the past, the database could monitor data and respond to cer-
tain changesvia triggers (also called rules1). However, commercial systemso®er
very limited capabilities in this sense.In addition to problems of performance
(triggers add quite a bit of overhead) and control (becauseof the problems of
non-terminating, non-con°uent trigger sets), trigger systemsare very low-level:
while the events that may activate a triggers are basic databaseactions (inser-
tions, deletions and updates), users are interested in complex conditions that
1 In this paper, we use the terms rule and trigger as equivalent.



may depend on several databaseobjects and their interactions. It is di±cult to
expressthis high-level, application-dependent events in triggers.

In this paper, we describe an ongoing project whosegoal is to add advanced
monitoring and control functionalit y to database systems through the design
and development of extended rule systems. In a nutshell, we develop triggers
were more complex events can be stated, thus letting system usersspecify, in a
high level language,the patterns they needto monitor. Sinceperformanceis still
an issue,we also develop e±cient algorithms basedon the idea of incremental
recomputation already usedin the evaluation of materialized views in data ware-
houses([9]). As a result of the addedfunctionalit y, a databasesystemwill beable
to monitor the appearanceof complex patterns and to detect changeson said
patterns. Other research in active databaseshas not deal with this issue.Our
approach is focusedon conceptsthat may have a practical impact; in particular,
we aim at expressingmore complex events, making it easierfor databaseusers
to specify the conditions they are interested in monitoring, but we also propose
an e±cient implementation, something which is absent from most research in
the area.

2 Background and Related Research

In most databasesystems(certainly in all commercial systems),active capabil-
ities are incorporated through the abilit y to de¯ne triggers. A trigger has the
form Event-Condition-Action (ECA). The typical events consideredby active
rules are primitiv esfor databasestate changes,like insertions, deletionsand up-
dates from/to databasetables. The condition is either a databasepredicate or a
query (the query is implicitly consideredtrue if the query returns a non-empty
answer, and false otherwise). The action may include transactional commands,
rollback or rule manipulation commands,or sometimesmay activate externally
de¯ned procedures,including arbitrary data manipulation programs. Rules are
¯red when a particular event occurs; the condition is then evaluated, and if
found true then the action is executed.This simple schema is found lacking for
several reasons([4, 26]). Mainly, the events used in triggers are consideredtoo
low-level to be useful for many applications; a great deal of research in active
databaseshas focusedon de¯ning more complex events ([16,17,15,12,10,14]).
In basically all the previous research, complex events are obtained by combin-
ing primitiv e events in someevent language,which usually includesconjunction,
disjunction, negation and sequencingof events ([27]). Someapproaches include
time primitiv es ([23,21,18]), sometimesbasedon sometemporal logic ([22,6]).
Although none of these projects addressesthe issue we are dealing with here
(active monitoring of complex conditions) we note that [24] also proposesusing
incremental recomputation to compute complexevents (described asqueries),as
we do; and [2] proposesincremental computation of temporal queries.However,



these works have no concept of active monitoring. Finally, [20] also proposea
system for monitoring2.

We take an approach di®erent from previous research, basedon the observa-
tion that analysts are usually interested in much higher level events, which are
application and goal oriented: in particular, they screenfor conditions which de-
viate from normal or standard, or for complexconditions which may involve sev-
eral objects and their relationships. As a simpli¯ed example,assumea database
with two relations, PEOPLE(name,country)and CALLS(called,caller,date) ,
where we keep a list of suspiciouspeople and their country of residence,and
also a list of telephone calls among them as intercepted by signal intelligence.
Both called and caller are foreign keysfor name. At somepoint, an analyst is
following a suspectedterrorist (let's call him 'X') and wants to know from which
country he receivesthe most calls. The information can be easily obtained from
the database (see below), but once obtained the analyst would like to follow
up on this query by monitoring changes:in particular, the analyst may be in-
terested in being alerted when the country from which 'X' receives the highest
number of calls changes.Sincesendingan alert is an action that must be taken
only under certain circumstances,a trigger is the obvious way to implement this
functionalit y. However, the event of interest to the analyst -when the country
from which 'X' receives the most calls changesfrom the current one- cannot
be expressedwith trigger events, which are limited to checking for insertions,
deletions and updates in relations. Note that insertions in CALLSare the only
way in which the current top-calling country could. Thus, one could simulate
the desired trigger by using insertions in CALLSas events, and then computing
the desired information. A simple SQL query can provide a list of the countries
from which 'X' is called in order of the number of calls, so that the top-calling
country is in the ¯rst row of the answer:
SELECTcountry, count(*) as numcalls
FROMPEOPLE,CALLS
WHEREcaller = name
and called = 'X'
GROUPBY country
SORTBY numcalls

There are, however, two problemswith this approach: it is both conceptually
hard and computationally ine±cient . It is hard becausethe above still doesnot
give us the answer: oneshould keepthe nameof the top-calling country in some
table or variable and compare it with the name in the ¯rst row of the above
query every time it is recomputed. Thus, quite a bit of programming is needed

2 It is also worth noting that such research, while containing many worthwhile ideas,
has seenlittle practical use, possibly due to two concerns. First, even though some
research hasbeenimplemented in systems([14, 21,25,17]), e±ciency is not addressed
in most approaches ([12, 24] are someexceptions); second,sophisticated logic-based
languages,asproposedin the research literature ([8, 6,23,27]), are highly expressive,
but probably outside the comfort zone of most programmers, and certainly most
users.



to implement a relatively simple request. It is ine±cient becausethe trigger is
still ¯red for every table insertion, and therefore its complexcondition (the query
above) must be evaluated every time.

A possibleapproach would be to use the above SQL query to de¯ne a view
or table T, and declare the trigger over T. In somesystems,views cannot have
triggers and henceT needsto be a table. This is clearly undesirable,sinceT is,
conceptually, a view (i.e. needsto be updated whenever the tables it is based
upon are updated). Even if the systemallows triggers on views, there are several
things that the analyst may be interested in, only someof which are expressible
with regular triggers:

{ continuous monitoring, immediate reaction: this is what a trigger does.Every
singlechangein T (insertion, deletion, update) ¯res the trigger; assoon asa
changeis detected,an action takesplace.This givesus real time monitoring
and is certainly useful for certain situations. Note that someprogramming
would still be necessary:becausewe are looking for changesto a situation,
we needto store the current situation (which country is the top producer of
calls) and compareit after every event with the new result.

{ continuous monitoring, delayed action: recheck the situation after every sin-
gle change in T, but if the condition is found to be true, take action only
at certain speci¯ed points in time. Delayed action is adequate for period-
ical reporting. This could be simulated with a trigger (store changesin a
temporary relation, for instance) at the cost of more programming.

{ periodical monitoring, immediate action: recheck the situation at certain
speci¯ed periods (for instance, every month), and executeand action when-
ever a check detects a change. Note that this does not give us real time,
since by the time the change is detected, the change itself may have taken
place time ago. This is good, though, when we need regular and constant
monitoring of a situation, but we do not need to be immediately aware of
every single change.Again, this could be simulated in sometrigger systems,
depending on what is allowed in the condition part, at the cost of quite a
bit of programming.

{ periodical monitoring, delayed action: recheck the situation periodically asin
the previous caseand executeaction if changesare detectedat certain speci-
¯ed periods. This could alsobe simulated in sometrigger systems,depending
on what is exactly allowed in the condition and action parts.

Note that all casescan be simulated with sometrigger systems.Most systems
allow arbitrary programs in the condition and action part of a trigger; therefore,
this is equivalent to writing a little program for each condition we want to
monitor. As stated above, this is clearly ine±cient becauseof the human e®ort
(programming) and machine e®ort (trigger execution) involved. Clearly, a more
°exible approach is needed.



3 The Prop osal

The aim of our approach is to overcomethe limitations described in the previ-
ous section. We would like to develop an approach that provides analysts with
the tools neededto monitor real-life, complex events, in an conceptually sim-
ple and e±cient manner. Consequently , the project has two parts: development
of languagesand interpreters for extended triggers, and designof algorithms to
support e±cient computation of the extension.Each part is discussednext.

3.1 Extended Triggers

In our proposal, we develop extended triggers, or triggers with extended events,
which correspond to high-level, semantic properties. The events would be able
to monitor evolution and changein data, by giving a languagein which to rep-
resent changesand complex conditions. We call this active monitoring . By using
extended triggers, an analyst is able to state naturally and simply, in a declar-
ative language,what are the activities, changesor states which are noteworthy
from the analyst's point of view.

Our extensionsare basedon several intuitions. First, the mismatch between
currently allowed events in triggers (called database events) and the events we
want to monitor (called semantic events) are due to a di®erencein levels: se-
mantic events are high level, related to the application; databaseevents are low
level, related to the database(in our example, top-calling country vs. insertions
on CALLS). Therefore, a mechanism is neededto bridge the gap, one that will
expressthe semantic event in terms of databaseevents. However, expressingthe
semantic event is not enough, since we are interested in monitoring changesin
that event (in our example, changesin the top-calling country). Hence, a lan-
guagein which to expresschangesis also needed.Second,even if the previous
mismatch did not exist, triggers are not adequatefor the task of active monitor-
ing described above, sincethis task requiresknowing when to start, when to stop
and how often to check. This information cannot beexpressedin current triggers,
which are more of a one time action: although the trigger is ¯red repeatedly as
the event repeats, each ¯ring is an isolated event, unrelated to others -unlessa
link or history is establishedby adequateprogramming of the trigger. Finally,
and as a result of the mismatch, many database events must happen before
a®ectinga signi¯cant change on a semantic event (in our example, many calls
may have to be inserted into CALLSbeforethe top-calling country changes).This
accumulation naturally happensover time and size(of the database).Thus, it is
ine±cient to check for a condition after every databaseevent; it is more e±cient
to do it periodically.

We propose a language which will establish: a) a certain environment or
baseline to expresssemantic events; b) the changes to the baseline that the
systemcan monitor; and c) an interval that determineshow long and how often
to monitor thosechanges.The baselinewill be establishedby an SQL query that
will specify the context in which changesmust be examined. To establish the
interval, an starting point , an end point and a frequencymust be de¯ned. Our



languagesupports interval de¯nitions in two dimensions: time and size (of the
database),as discussedabove The following speci¯cation is proposed(keywords
are all in uppercase):

BASELINE< query> < modification > < interval > < action >
< modification > := < change> IN < option >
< interval > := START< start-point > END< end-point > EVERY< frequency >
modification := CHANGE|INCREASE|DECREASE
option := ORDER|NUMBER-GROUPS|TOPn| BOTTOMn [attribute]
start-point := SIZE n| NOW|< date-expr > FROMNOW.
end-point := SIZE n| < date-expr > | < date-expr > FROMNOW.
date-expr := n < time-unit >
time-unit := MINUTEHOURDAYWEEKMONTHYEAR
< frequency > := SIZE n| SIZE n%RELATIVE| SIZE n%ABSOLUTE| < date-expr >
< action > := WARNIMMEDIATE|ONend-point
This languagecorrespondsto the intuition described above. The baselineis spec-
i¯ed by an SQL query. Weallow several classesof queries:SPJ (or Select-Project-
Join) queries; SPJG (or Select-Project-Join-Group) queries; and SPJGO, (or
Select-Project-Join-Group-Order) queries;our exampleabovewasof typeSPJGO
(the reason to distinguish between these types of queries is made clear next).
The modi¯c ation refersto the event to be monitored. Each baselineis a relation;
we proposeto monitor changesin that relation. Therefore, our languageis de-
signed for such a task. The modi¯cations that make sensein a relation depend
on the type of query that created it. Clearly, modi¯cations in order do not seem
meaningful if the query was not created with an ORDER BY clause.Likewise,
computations that make senseon valuesobtained by aggregationmay not be as
meaningful in raw values. Thus, the modi¯cations that we proposeto monitor
are tied to the type of query that created the baseline:for SPJ queries,it makes
senseto look for changesin the number of tuples in the relation (insertions, dele-
tions), or changesin the data itself (updates) asspeci¯ed by a simple, declarative
condition: the existence(or not) of a particular value, or a simple constraint on
the existing values.For numeric values,simple arithmetic constraints are useful:
for instance, the value under monitoring is lessthan a given constant, etc. For
SPJG queries, all the changesmentioned for SPJ can be meaningful. Besides
that, changesin the value of particular aggregatesmay also make sense,as well
assimple relationships amongaggregates(for instance, ratios amongthem). For
SPJGO, besideschangesfor SPJG queries, changesin order, in the top N or
bottom N elements make sense.The Interval speci¯es when we will look at the
data to evaluate the modi¯cations. This is is speci¯ed for both size and time
via three components. The ¯rst one is a starting point , which speci¯es when
monitoring begins.For size,a databasesizeor a table size(or set of table sizes)
can be used.For now, the sizegiven has to be equal to or greater then current
sizes.This meansthat the monitoring would start right away or at sometime
in the future. Allowing for smaller sizesthen currently exist could be given the
meaning of starting the monitoring at some point in the past. However, this
possibility is left as further research down the road, since it is unclear how to



support it e±ciently 3. For time, a constant now, a date later than now (that is,
an absolute date), or a date expressionsrelative to nowis used. Clearly, calen-
dar sensitivity is neededin order to support this functionalit y. Absolute dates
allow the user to specify dates like September 11, 2003, while relative dates
give the user the abilit y to specify dates basedon current time: 10 days from
now, 1 month from noware both examplesof relative dates. Again, dates will
be restricted to be equal to or greater then the current date (greater meaning
a date in the future), as it will be assumedthat all monitoring takes part in
the present and/or the future. Extending the techniquesgiven here to arbitrary
monitoring will be consideredat later stages.Second,an ending point speci¯es
when monitoring ends,and is again basedon sizeor time. For size,a database
size,expressedas an absolute number, or as a percentage of growth (10%), can
be given. The interval endswhen the absolute size is reached, or when the size
reachesthe starting sizetimes the percentage of growth allowed. For time, again
an absolute or relative date are used,or a duration relative to now. Once again,
calendar sensitivity is needed.Third, a frequencyspeci¯es how often the moni-
toring must occur, and is also expressedbasedon sizeor time4. For size,again
an absolutenumber or a percentage of growth must be given. However, now per-
centage can be relative or absolute. An absolute percentage is always calculated
with respect to the initial size.A relative percentage is calculated with respect
to the size of the databaseat the time of the last monitoring. For instance, a
table with 1,000 rows on which a rule was speci¯ed with a frequency of 20%
absolutewould be checked every 200insertions: at sizes1,200,1,400,...However,
a frequency of 20% relative would be checked when there was a growth of 20%
with respect to the last time: at size 1,200, 1,440 (20% of 1,200 is 240), 1,728
(20% of 1,440 is 288),...For time, a number of time units should be speci¯ed.
Time units refers to minutes, hours, days, weeks,months or years. Note that
thesevalues form a hierarchy; this can be exploited in the speci¯cation (every
24 hours is the sameas every 1 day; a combination of units could be used,
as in every week and every month). Again, calendar sensitivity is neededto
support this feature. Finally, the action refers to when action takes place: im-
mediately (keyword IMMEDIATE) or delayed to a certain point (speci¯ed just like
a end-point , over time or size). Note that actions will not be really immediate
to when the condition obtains, but to the moment it is detected,which depends
on the frequency of the monitoring. Note also that this speci¯ed only when the
action takes place, not which actions are allowed. For now, we consider only a
warning, an external action (that is, an action not a®ectingthe databasestate).
This is enough for some purposes,but clearly not su±cient for a general ap-

3 We are assuming that only insertions (and not deletions) are relevant -and therefore
relations grow over time. This is a simplifying assumption; however, there is no
reason the framework cannot be extended to deal equally well with insertions and
deletions, allowing negative rates of growth, or other measuresof change.

4 For now, the system is restricted to specify the starting point, ending point and fre-
quency in the samedimension, i.e. all three in sizeor all three in time. Combinations
will be consideredas further work.



proach. Developing typesof actions (and studying the consequencesof allowing
them) is a central part of this project.

While the above languageis clearly limited, it is able to expressconditions
that have practical use:we are able to ¯re a trigger every month for oneyear, or
20 times a week, or whenever a table grows by a 10%. As an example, assume
our intelligenceo±cer in our ¯rst examplewants to monitor the condition every
month for a year. Then the rule is given as
BASELINE<samequery as above>
change IN TOP1 country
STARTnow
END1 year FROMNOW
EVERY1 month
WARNIMMEDIATE

This rule will examine the baseline,looking for changesin the country with
the most calls (top row by the ordering) every month for the next 12 months,
and will issuean alert to the user whenever one of the checks detects a change.

3.2 Implemen tation

Providing a languagein which to naturally represent complex events is only half
the story. Oneimportant aspect of this problem is e±ciency. Monitoring multiple
aspects over large amounts of data may lead to a slowdown of the system. This
createsa problem since there may be strict time requirements for the system's
answer. Therefore, it is fundamental that the system is designed to support
active monitoring with a minimum of overhead.Our approach to this problem is
to usetools developed for query optimization in data warehousing:incremental
recomputation techniques developed for materialized view maintenance([19,11,
7,9]). The basicidea is simple: when monitoring for changes,we are recomputing
an expressionover and over, in order to detect change (we note that [24] also
proposesusing incremental recomputation for complex conditions in triggers;
however, the work there does not include a monitoring component, so there is
no control of when to start or ¯nish checking, or how often to check). Instead of
recomputing the expressionfrom scratch each time, temporary results of each
evaluation arestored,and a formula is derived from the original expressionwhich
indicates how to update the temporary result. Thus, the baselinequery is the
expressionfor which we derive an incremental recomputation expression(IRE).
The IRE includes an equation showing how to recompute the query, and also
any auxiliary counters, variables or relations that need to be created in order
to monitor the modi¯cation speci¯ed in the rule. In our ¯rst example above,
instead of recomputing the SQL query every time there is an insertion into
the CALLS table, we simply create a table storing the result of executing the
query, and (after ¯rst execution of the query) a variable with the name of the
country with the most calls. With incremental recomputation techniques,we can
automatically derive an expressionfor the SQL query which allows us to update
the table, and then check if the top country changesby comparing the country in
the ¯rst row of the updated table with the one stored. Note that the temporary



table will only care for calls to 'X'. Thus, when 'X' receives another call or set
of calls -and only then- the temporary result is updated -a simple task, which
consistsin locating a group and changing one number. When the situation that
the analyst is looking for happens,the systemcan detect it easily -and with little
overhead.

The architecture of the system involves a parser and compiler for the lan-
guage given in the previous section, plus a rule processorwhich will deduce
automatically the IRE for a given rule, create any neededauxiliary counters
and tables and execute rule update. Note that this may involve quite a bit of
reasoning,but it is done only once,at rule creation time.

The algorithm followed by the rule processor,in broad strokes, is as follows:

1. at de¯nition time, create a materialized view for the baseline,and derive a
IRE for it. Create also neededauxiliary counters, variables or relations as
neededby the changeto be monitored.

2. also at de¯nition time, compute from the interval information when to start
monitoring, when to stop, and how often to check. Start a daemonto keep
track of checks.

3. at every insertion of set of insertions, usethe IRE to update the materialized
view, auxiliary counters, and relations.

4. Whenever the daemon signals it is check time, test for the change being
monitored. If the changehas occurred, executeaction.

While the techniques of incremental recomputation are well known for rela-
tional algebra expressionsinvolving the selection,projection and join operators,
our research extends these rules to queries with grouping and ordering. Let R
be a relation, R4 denote a set of insertions in R, and Rnew = R [ R4 denote
the result of updating R with the insertions. A di®erential equation expresses
the result of applying a relational operator to Rnew in terms of applying it to
R. It is well known that

{ ¾c(Rnew ) = ¾c(R) [ ¾c(R4 ).
{ Rnew ./ Snew = (R ./ S) [ (R4 ./ S) [ (R4 ./ S) [ (R ./ S4 ).

In our ¯rst example,the ¯rst step calls for the creation of a di®erential equa-
tion for the baselinequery. This query can be expressed,in relational algebra,
as ORDERnumcal l s(GBcountr y ;count (¤) (¾cal l ee= 0X 0(PERSON ./ CALL ))).

In order to create a di®erential expressionfor this expression,we needrules
for the GROUP BY node and the ORDER node. Research on incremental main-
tenanceof materialized views ([9]) suggesta rule for grouping:

GBA;F (B ) (Rnew ) = GBA;F (B ) (R)
+
[ A;F ;B GBA;F (B ) (R4 )

wherethe operation R
+
[ A;F ;B S is de¯ned for arbitrary relations R, S, whenever

sch(R) = sch(S), A; B 2 sch(R) and F is an aggregatefunction, as follows:
(¼A;F 0(R :B ;S:B ) (R ./ S)) [ ¼A;R :B (R LAJ S) [ A;S :b (R RAJ S))

where LAJ is the left antijoin of R and S (that is, all tuples in R without match
in S) and RAJ is the right antijoin of R and S (i.e. all tuples in S without match



in R), and F 0 is an aggregationfunction derived from F (for F = count, sum, F'
= sum; for F = min, max, F' = F; for F = avg, F' is computed from the count
and sum of the tuples on each group, which can be maintained as indicated).
In its use in the incremental computation of the grouping, the operation allows
us to combine tuples with the samegrouping valuesinto one tuple (achieved by
the computation of F' in the result of the join5), and incorporate directly into
the result tuples that do not have a counterpart in the other relation (achieved
though the left and right antijoins). Note that this is a de¯nition; implementation
of such an operator can be carried out in one passover the data using variants
of the full outerjoin algorithm.

As for the ordering node, it is easyto seethat

ORDER(Rnew ) = ORDER(ORDER(R) [ ORDER(R4 ))

Again, note that while the equation is highly redundant, an e±cient imple-
mentation canbeachieved given that R is assumedto bealready ordered.Hence,
R4 can be sorted by whichever method is more e±cient, and the last ordering
can be done by mergesort, since results will already be sorted. Thus, the ¯nal
step is prett y e±cient.

Wecannow calculate the di®erential equation for insertions in relation CALL
as follows:

ORDER(ORDER(GB countr y ;count (¤) (¾cal l ee= 0X 0(PERSON ./ CALL )))
+
[

ORDER(GBcountr y ;count (¤) (¾cal l ee= 0X 0(PERSON 4 ./ CALL )))
+
[

ORDER(GBcountr y ;count (¤) (¾cal l ee= 0X 0(PERSON ./ CALL 4 )))
+
[

ORDER(GBcountr y ;count (¤) (¾cal l ee= 0X 0(PERSON 4 ./ CALL 4 ))))

The ¯rst line part of the expressionis actually the old expression,stored asa
materialized view. The other three parts have to be computed. Again, note that
the ¯nal implementation can be highly optimized. For instance, we can reason
that PERSON 4 ./ CALL is always empty, sincePERSON contains a primary
key and CALL a foreign key on which the join is based,and it is impossiblefor
a brand new primary key to have foreign key matches.Optimizing IREs is part
of our ongoing research.

In our example,the systemwould, at de¯nition time, create the materialized
view basedon the current contents of PERSON and CALL . Next, an auxiliary
variable would be used to hold the top row in the view. Then the IRE above
would be deduced.Finally, a calendar-sensitive program would generate12 check
times, starting with the current date, at one month intervals. Every time that
an insertion or set of insertions in PERSON and CALL were intro duced in the
system, the IRE would be usedto update the materialized view. At every check
point, the country in the top row of the view would be comparedwith the stored
country . If a changeoccurred, a warning would be produced.

5 Note that sincewe ¯rst group by A the relations that are input to
+
[ , there is only one

tuple per group on each relation, and the join brings such matching tuple together



4 Conclusion and Further Research

We have described a project to provide databaseswith an active monitoring
system. This is an ongoing project in its initial phase;obviously, considerable
work is still neededto implement and re¯ne the concept. We are currently con-
sidering extensionsto the baseline. Right now, the most complex baselineis an
SPJGO SQL query. Our ¯nal goal is to admit arbitrary SQL queriesto de¯ne a
baseline.The important issueshere are: to determine what types of conditions
make sensefor each type of queries,and to support monitoring e±ciently . We are
also looking at extendingthe type of conditions that can be monitored. As stated
before, certain changesmake sensefor certain types of queries. However, even
in simple casesthere may be many possibleconditions to monitor. We do not
claim to have captured all possibly interesting conditions in our language;fur-
ther extensionsare needed.Finally, we consideradding actions very important.
For now, we have restricted ourselves to external actions, actions that do not
have any e®ecton the database,like sendingwarnings. However, this is clearly
not satisfactory; more actions must be considered.But when internal actions
(actions that may provoke a databasechangeof state) are considered,one must
deal with issueslike non-termination. In our case,a rule action triggering an-
other rule's condition may be detected in the incremental computation phase,
and therefore it may be possibleto control such problems, perhaps using tech-
niques from [3]. We plan to start with basic databaseactions (the equivalent of
databaseconditions: insertions, deletions,updates) and then will allow semantic
actions (the equivalent of semantic conditions), and study the consequencesof
each for con°uency and non-termination.

Clearly, the amount of data gathered in intelligence work is increasing fast;
database techniques must be used to deal with such large amounts of data.
However, high-level, application-oriented analysismust also be provided so that
valuable information can be distilled out of the data. Databasesare in an ideal
position to provide support for such intelligent applications.
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